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ABSTRACT

Expanding neural networks during training is a promising way to
augment capacity without retraining larger models from scratch.
However, newly added neurons often fail to adjust to a trained net-
work and become inactive, providing no contribution to capacity
growth. We propose the Shared-Weights Extender (SWE), a novel
method explicitly designed to prevent inactivity of new neurons by
coupling them with existing ones for smooth integration. In parallel,
we introduce the Steepest Voting Distributor (SVoD), a gradient-
based method for allocating neurons across layers during deep
network expansion. Our extensive benchmarking on four datasets
shows that our method can effectively suppress neuron inactivity and
achieve better performance compared to other expanding methods
and baselines.

Index Terms— Network Growing, Inactive Neurons, Shared
Weights, Neuron Communication, Network Capacity

1. INTRODUCTION

When designing machine learning models, a central consideration is
ensuring that the architecture has sufficient capacity for the task at
hand. By capacity, we refer to the ability of a model to represent
complex functions and learn from data effectively. Capacity is de-
termined primarily by two aspects of an architecture: its structural
design (e.g., layer types and connectivity) and its size (i.e., the num-
ber of parameters). A large body of research has addressed the first
aspect under the umbrella of Neural Architecture Search (NAS) and
its many variants, where reinforcement learning, evolutionary algo-
rithms, or differentiable optimization are used to explore alternative
designs ([1, 2, 3, 4]).

In contrast, deciding the appropriate size of a model is often
done empirically. A common strategy is to begin with a large, over-
parameterized network and then compress it to remove redundancy
[5]. Here, we explore the opposite direction: what if a trained net-
work is found to lack capacity? Can we adjust its size dynamically
during training? A complementary line of research suggests that this
is possible, and that capacity can be adjusted during training by dy-
namically expanding a network in width or depth. In fact, expanding
during training may even yield better results than training a larger
model from scratch in some cases [6, 7]. Network expansion has also
been investigated in continual learning, where additional capacity is
introduced to accommodate new tasks while mitigating catastrophic
forgetting ([8, 9, 6]).
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Related Work: Several works have followed a natural path to
guide the extension of a network: The gradient of the loss with re-
spect to newly inserted parameters can be used to quantify how ef-
fective an insertion is. In [10], the authors introduce the Splitting
Steepest Descent method, which uses second-order gradient infor-
mation to decide which neurons to split and how to split them. [11]
extends this approach into a more efficient scheme. The Firefly Al-
gorithm [6] generalizes this idea by selecting among a set of archi-
tecture modifications, such as splitting existing neurons or adding
new ones, based on their estimated gradient impact. Similarly, Grad-
Max in [7] adds neurons in a way that preserves the current network
function and maximizes the gradient magnitude of the loss. Self Ex-
panding Neural Networks (SENN) in [12] use a formal metric, the
natural expansion score, which quantifies how much a candidate ex-
pansion is expected to reduce the loss.

Beyond optimization-driven approaches, several methods rely
on heuristic rules to guide architectural changes during training.
When expanding a network, a key observation is that the augmented
architecture should preserve the essential information learned by the
original model. In this direction, Net2Net [13] expands networks
by inserting identity-initialized layers and widening layers through
neuron replication. In another approach [14], an adaptive training
algorithm is proposed for constructing compact, task-specific neural
architectures by alternating between adding new hidden layers and
pruning weak connections based on neuron activity. Focusing only
in Continual Learning Tasks, in Progressive Neural Networks [8]
for each new task, a fresh set of neurons is added at every layer,
while all previously learned parameters are kept frozen. Similarly,
Dynamically Expandable Networks [9] start with a compact model
and adapt to new tasks through selective retraining and neuron addi-
tion, allowing the model to grow only when representation capacity
is insufficient.

Contribution: In this paper we propose a method that com-
bines elements from both directions and is tailored to single-task
settings, focusing on networks with ReLU activations. A cen-
tral challenge in this scenario is that newly added neurons often
become inactive shortly after insertion. By inactive neurons, we
refer to ReLU units whose outputs are identically zero across the
dataset, rendering them unable to contribute to learning. While
this phenomenon has been studied in networks trained from scratch
[15], to the best of our knowledge no expansion method explic-
itly addresses it, even though it is particularly severe for newly
inserted neurons, as we demonstrate. Our Shared-Weights Ex-
tender (SWE) mitigates this issue by ensuring smooth integration
of new neurons through communication with previously trained
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neurons in the same layer. In parallel, our Steepest Voting Distrib-
utor (SVoD) allocates neurons across layers during deep network
growth, complementing the insertion procedure. Extensive exper-
iments demonstrate the effectiveness of our method in integrating
new neurons and its competitiveness against other expanding ap-
proaches. Code for reproducing our experiments is available at:
https://github.com/kvantonikolas/SWE-SVoD.

2. METHOD

2.1. Preliminaries

We consider a fully connected network /N with ReLU activations and
k layers, though the underlying ideas are not restricted to this setting.
Each layer [ contains n; neurons with weights wg) and biases bz(.l).
Training seeks to minimize the empirical loss over a dataset D =
{(zi,y:)}iz1. Our framework progressively grows the network by
alternating between expansion and training. In order to add new
neurons, we split the expansion into stages. At the beginning of
each stage the new neurons for this stage are inserted. Each layer
will be widened by {m;}f_, neurons. After insertion, the weights
of both the new and existing neurons are adjusted, and then the entire
network is trained jointly. This expansion—training cycle is repeated
until all stages are completed.

2.2. Framework

We distinguish the two different operations by introducing two key
components: Extender E, which initializes new and adjusts both old
and new weights and the Distributor D, which determines the num-
ber of neurons at each layer at a certain stage. Our work focuses on
the design of these components, which are intended to facilitate ef-
fective integration of newly added neurons. For the Extender we pro-
pose the Shared-Weights Extender (SWE), which smoothly incorpo-
rates new neurons and addresses the common issue of them becom-
ing inactive early. For the Distributor, we propose Steepest Voting
Distributor (SVoD), inspired from the Firefly method [6] that iden-
tifies which neurons’ insertion reduces loss more effectively. Our
general framework can be summarized in Algorithm 1 .

Algorithm 1 Framework for Growing a Neural Network

1: Input: Initial network [V, dataset D, total neurons to add, num-
ber of stages, and helper functions D, E for distributing and ini-
tializing new neurons.

2: for each stage do

Decide how many neurons to insert at each layer with D.

4:  Initialize the new neurons and adjust the existing ones with E

at each layer separately.

5:  Jointly train the expanded network V.

6: end for

7: Output: Final expanded network N.

(98]

2.3. Extender

The intuition behind the Shared-Weights Extender (SWE) is to facili-
tate the smooth integration of newly added neurons into the network.
As shown in Table 1, newly inserted neurons often become inactive
across the dataset after only a few training epochs, not contributing
to the model at all. To address this issue, SWE introduces a short

adjustment phase in which new neurons temporarily share parame-
ters with existing ones, allowing them to adapt to previously learned
representations before full training resumes.

As defined above, each layer contains n; neurons with parame-
ters (wy, b;), © € [ny]. For clarity, we omit the layer index notation
in what follows. To integrate a new neuron, we introduce n; auxil-
iary parameter pairs (We,;, be,;), all initialized at zero. The outgoing
weights of the new neuron are likewise initialized to zero. During
this phase, the effective parameters employed by the network for the
new neuron (we, | b ) and for the existing ones (wS", bS") are de-
fined as follows:

ny ny
eff eff
Whew = Whew + ch’i’ bnew - bnew + Z bc,i, (1)
i=1 =1

eff
Wi

b = b — bes. 2)

In this formulation, each existing neuron donates a small, learnable
portion of its activation to the new neuron through the coupling terms
(We,i,be,s). Only the coupling parameters are updated during this
phase, along with the parameters of the next layer.

We experimentally observed that a single forward-backward
pass is sufficient to initialize the couplings effectively. After this
step, the couplings are merged into the base weights as in Egs. 1 and
2, the auxiliary parameters (W, bc,;) are discarded, and training
resumes with the updated parameters as the new starting point, as
described in Algorithm 1.We also note that for expanding deep ar-
chitectures, this procedure is applied layer by layer, so the total cost
amounts to one forward pass per layer.

= W; — Wi,

(Whews brew)

Fig. 1: Shared Weights Extender. To add a new neuron, n; aux-
iliary parameter pairs are introduced (depicted as green arrows), al-
lowing the new neuron to borrow a learnable portion of the represen-
tation from each existing one.

2.4. Distributor

Our strategy for allocating new neurons across layers, the Steepest
Voting Distributor (SVoD), introduces temporary probe neurons to
measure gradient sensitivity. Unlike Firefly, which directly inserts
the most effective from the probes it examined, SVoD uses infor-
mation from all of them to cast votes that identify promising layers,
while the actual initialization of new neurons is handled by the Ex-
tender.

To quantify the usefulness of a probe neuron, we associate it
with a gating variable z. Letting w = w ' x + b denote its preactiva-
tion, the probe’s output is defined as

hprobe(z) = (,b((l + Z)U), 3)
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where ¢() is the activation function. Since z = 0 leaves the network
unchanged, we can analyze the loss as a function of z. Expanding
around z = 0 gives

L)~ Lo+ 2| @
0z lz=0
A negative value of % |Z: o indicates that taking a small step in the
direction of (w, b) in parameter space would reduce the loss and thus
this insertion can be considered effective.

SVoD identifies promising locations for new neurons by insert-
ing temporary probe neurons into every layer. After a single for-
ward-backward pass, we compute the gradient % for each probe.
Only probes with negative gradients are retained, since they indicate
that increasing their activation would reduce the loss. The distribu-
tion of these negative probes across layers is then used as a voting
mechanism: each negative probe casts a vote for the layer it belongs
to. Finally, the votes are aggregated and normalized to yield a layer-
wise allocation of new neurons.

3. EXPERIMENTS

All experiments are conducted on four standard image datasets:
MNIST [16], FashionMNIST (FMNIST) [17], CIFAR-10 [18] and
CIFAR-100 [19]. Each experiment is repeated five times, and we re-
port mean and standard deviation unless stated otherwise. We train
all networks using the Adam optimizer [20] with a learning rate of
le-3, without additional hyperparameter tuning. Best-performing
methods are indicated in bold in the following tables.

3.1. Results on Neuron Inactivity

Before diving into demonstrating the performance of our method, we
shift our focus on the significant challenge that emerges when trying
to add new neurons to an already trained network: newly inserted
neurons tend to become inactive shortly after insertion. Importantly,
if a neuron becomes inactive, it will remain so, because the ReLU’s
zero derivative blocks gradient flow.

Neurons Random Frobenius Firefly SWE (ours)
MNIST
20 — 40 81.7 90.0 6.7 0.0
40 — 80 93.2 90.0 65.8 0.0
60 — 120 92.8 93.3 83.3 0.0
FashionMNIST
20 — 40 433 40.0 23.3 0.0
40 — 80 46.7 47.5 383 0.0
60 — 120 52.2 55.6 42.8 0.0

Table 1: Inactive neurons (%) among newly added, after only
5 training epochs. Random denotes standard initialization, while
Frobenius denotes norm-preserving initialization. Only SWE man-
ages to reduce the percentage to 0 in this simple task.

To illustrate this, we train small single hidden-layer networks
with 20, 40, and 60 neurons until convergence. After training, we
double the number of hidden units by inserting new neurons. We
consider three initialization strategies for the new neurons : (i) SWE
(ii) the Firefly method (iii) standard random initialization, and (iv)
a normalization scheme that tries to mimic SWE idea in a simpler

way. Since SWE is designed to preserve the overall contribution of
the layer by balancing the weights of old and new neurons, we test
a simplified variant where, immediately after insertion, the weights
are rescaled so that the Frobenius norm of the updated weight matrix
matches that of the original. The extended networks are then trained
for 5 additional epochs, and we measure how many of the newly
added neurons become inactive. As shown in Table 1, only SWE
ensures the use of all neurons.

3.2. Results on Image Reconstruction

To further illustrate the effectiveness of SWE, we evaluate differ-
ent expanding strategies in the context of growing a single hidden-
layer network for autoencoder-style image reconstruction. Starting
from a network with 16 hidden neurons, we incrementally expand
the model 7 times by adding 30% more neurons at each stage. Early
stopping is used to determine when to expand the network. As a
baseline, we also train static networks with as many hidden neurons
as the final expanded models, trained from scratch. Training is per-
formed with the Mean Squared Error (MSE) loss.

In addition to our SWE extender, we evaluate Firefly, where new
neurons are sampled from a candidate pool five times larger than
the number to be inserted, and the best candidates are selected after
training their splitting directions for one epoch. We evaluate also a
simple Kaiming initialization [21] scheme identical to ours but with-
out the coupling weights mechanism or any smooth transition phase.
Final results are summarized in Table 2. Our proposed SWE con-
sistently achieves lower loss compared to alternative growth strate-
gies, highlighting its effectiveness in integrating newly added neu-
rons. For illustration, Figures 2a and 2b depict the progression of
reconstruction loss across successive expansion stages. Train set be-
havior closely follows the training curves and is omitted here for
brevity.

Method
Dataset Baseline  Kaiming Firefly SWE
MNIST 590 £ 26 509+ 18 4914+14 424+18
FMNIST 515+20 493+3 484 £ 7 438 +2

Table 2: Final test loss (x10™*) after all stages, for reconstruction
with single hidden layer network. SWE outperforms both fixed-size
baselines and the Firefly method.

3.3. Results on Image Classification

We evaluate classification performance under the same incremental
growth and training protocol as in Section 3.2. First, we consider a
single hidden-layer network Table 3a. We then extend the evaluation
to a deeper architecture with three hidden layers, each initialized
with 10 neurons. In this case, neuron allocation during expansion
is guided by the proposed Steepest Voting Distributor (SVoD). To
assess its effectiveness, we also compare against a random alloca-
tion strategy denoted as RAS in Table 3b, where new neurons are
distributed uniformly across layers, highlighting the superior perfor-
mance of SVoD in directing neuron placement. In Figures 3a, 3b we
demonstrate more analytically the evolution of test accuracy during
successive expansion stages.

For CIFAR-10 and CIFAR-100, we adopt a lightweight VGG-
style CNN backbone consisting of two convolutional blocks. Each
block has two 3 x 3 convolutional layers with batch normalization
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Fig. 2: Mean test loss during sequential expansions on MNIST (a)
and FashionMNIST (b) for the image reconstruction task. SWE
achieves lower loss than other methods by a significant margin in
the single hidden-layer setting. Shaded regions indicate standard de-
viation.

Dataset Baseline Firefly SWE
MNIST 97.54+0.17 96.80+0.23 97.62+0.12
FMNIST 85.78 £0.12 83.79+0.28 84.81 +0.51
CIFAR10 82.06 £0.17 82.68£0.43 83.721+0.13
CIFAR100  53.87+0.42 55.78 £ 0.57 59.57+0.23
(a) MLPs with single hidden layer
Dataset Baseline Firefly SWE+RAS SWE+SVoD
MNIST 97.97+£0.23 97.88£0.17 97.93+0.25 98.10+0.27
FMNIST 86.35 £0.15 85.45+0.11 85.36+£0.49 85.66+0.29
CIFAR10 82.20 £0.27 83.21+0.60 82.46+0.36 83.32+0.39
CIFAR100  49.60 +£0.57  55.20+0.27 56.11£0.25 56.36 = 0.60

(b) MLPs with three hidden layers

Table 3: Final test accuracy (%) after all growth stages for image
classification. Our methods, SWE and SWE+SVoD, generally out-
perform both fixed-size baselines and the Firefly method. For CIFAR
datasets, MLP heads are applied on a backbone CNN that is trained
during the procedure but has fixed size.

and ReL.U activation, followed by 2 x 2 max pooling. In CIFAR-10,
the blocks increase channels from 3 — 16 and 16 — 32, while in
CIFAR-100 they increase from 3 — 32 and 32 — 64. The output
of the backbone is flattened and passed to a fully connected MLP
head, which is configured with either one or three hidden layers as
described above. For CIFAR-100, each hidden layer starts with four
times as many neurons as in the other datasets. The extension mech-
anism is applied only to the MLP head.

We observe that our method consistently outperforms expansion
strategies that lack a smooth adjustment phase. In most cases, it

also surpasses fixed-size baselines, demonstrating the effectiveness
of augmenting capacity through the smooth integration of new neu-
rons. Furthermore, the proposed distributing scheme outperforms
agnostic layer allocation (SWE+RAS), and its random-search-based
voting mechanism (SWE+SVoD) makes our overall framework a
competitive alternative to prior expansion methods.
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Y
& 0.574
£
3 0.561
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< 0557 —
0.547'/'
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0527 T T T T T T T
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(b) Three hidden-layers

Fig. 3: Test accuracy after each expansion stage on CIFAR-100.
SWE and SWE+SVoD consistently outperform Firefly in the sin-
gle hidden-layer setting and surpass the fixed-size baseline in early
stages. Shaded regions indicate standard deviation.

4. CONCLUSION

In this work we addressed the challenge of progressive network
growth, where the effective use of newly added neurons is often hin-
dered, in part due to their tendency to remain inactive. Across the
experimental settings we considered, our methods substantially re-
duced this problem and delivered strong results. They consistently
outperformed other competitive expansion strategies, and in some
cases even surpassed fixed-size baselines trained with the standard
approach.

In future work, SWE could be applied to continual learning sce-
narios, where expanding network capacity before training on new
tasks may help reduce interference and forgetting. Second, the same
mechanism that SWE uses to integrate new neurons could be adapted
for pruning: by introducing a regularization term that encourages
neurons to redistribute their weights to others, we could enforce
smooth disappearance of those neurons.
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