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ABSTRACT

We propose a contrastive self-supervised learning framework to
improve transfer learning across dissimilar bioacoustic datasets.
Amplitude - and frequency - modulated (AM-FM) delphinid vo-
calizations from the Watkins Marine Mammal Sound Database
(WMMSD) are used for pretraining, while two bird-call datasets
-Rain Forest Connection Species Audio Detection (RFCx - bird
and frog calls) and BirdCLEF 2022 (bird vocalizations)- serve for
downstream evaluation. We train ResNet18, MobileNetV2, and Vi-
sion Transformer (ViT-B/16) backbones, in a two-stage pipeline. In
the pretraining stage, the model contrasts different time-frequency
representations of the same audio, such as spectrogram-energogram
pairs derived via the discrete or regularized Teager-Kaiser Energy
Operator (TKEO). In the fine-tuning stage, the pretrained models
are adapted for bird vocalization classification. Experiments show
that representation-diverse contrastive learning on delphinid calls,
followed by fine-tuning, consistently outperforms both fully super-
vised baselines and conventional self-supervised approaches based
solely on augmented spectrograms. The best results are obtained
when contrasting spectrograms with TKEO-based energograms, in-
dicating that cross-representation contrastive learning yields more
robust and transferable embeddings for bioacoustic tasks.

Index Terms— Energograms, Contrastive learning, Bioacoustics

1. INTRODUCTION

Climate change affects in various ways ecosystems and all the or-
ganisms that live in them. Both marine and terrestrial habitats are
being altered, with profound impacts on biodiversity and ecological
balance. The biodiversity of an ecosystem can be evaluated by de-
ploying real-time observatories [1] and developing digital processing
techniques for biosignals, such as animal calls, for the classification,
detection or localization of vocalization sources. These learning
systems may enhance our understanding of the presence, behavior
and vulnerability of endangered species within a particular ecosys-
tem. Within the framework of computational bioacoustics a major
challenge concerns both the scarcity of available data [2] and the
limited labeling of large databases comprising sounds recorded over
long periods of passive acoustic monitoring. To address this limita-
tion, our study proposes that heterogeneous bioacoustic vocalization
sources, which however share common general acoustic features,
can leverage shared knowledge. We employ self-supervision to re-
late cross-species AM-FM patterns, pretraining a backbone network
on cetacean vocalizations then fine-tuning it on a downstream bird-
song identification task.
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The motivation for this study is threefold. First, there is growing ev-
idence that the narrow-band whistles produced by delphinids exhibit
nonlinear structures, including both amplitude and frequency mod-
ulations [3], [4]. Motivated by this observation, we adapt models
originally developed to demodulate AM—FM components in human
speech to generate energograms [5], i.e., alternative time—frequency
representations beyond traditional spectrograms. Second, there
is also evidence that bird calls also contain frequency-modulated
features [6], [7], [8] suggesting that knowledge can be transferred
across species and datasets. Third, representations such as spec-
trograms and energograms, respectively, capture the power spectral
density and amplitude-frequency energy distribution of the signal in
both the time and frequency domain. Consequently, these represen-
tations are expected to yield similar embeddings when derived from
the same underlying audio and processed by the same network, as
they exhibit inherent symmetries in the time-frequency plane.

In this study, we propose a novel pipeline combining self-supervision
and fine-tuning over heterogeneous bioacoustic datasets. Unlike
conventional approaches, our method trains deep networks to max-
imize similarity between two distinct representations of the same
delphinid vocalization: spectrograms and energograms. We de-
fine energograms as time-frequency representations, obtained by
filtering the signal with a dense bank of bandpass Gabor filters and
subsequently applying the Teager—Kaiser Energy Operator (TKEO)
[9], [10]. Gabor filters are optimally compact and smooth in both
time and frequency domains [11], while the TKEO is an energy-
tracking operator that captures the amplitude—frequency modulation
characteristics of the filtered signal [12]. Specifically, it provides a
measure of instantaneous energy that is sensitive to both amplitude
envelope variations and instantaneous frequency changes [13] in the
oscillatory source that produces the sound. Our contrastive learning
framework optimizes a loss function to enforce invariance across
paired representations—either spectrograms with different window
sizes or spectrogram—energogram pairs from dolphin vocalizations.
Positive pairs are defined as representations derived from the same
audio segment, while negative pairs correspond to representations
from different clips within the same batch. This pretraining stage
is followed by fine-tuning on a downstream task, namely bird-
vocalization classification. In this final stage, we demonstrate that
fine-tuning networks pretrained on delphinid vocalizations signifi-
cantly improves bird song classification performance compared to
both a supervised-only baseline and SimCLR-based networks.
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2. RELATED WORK

Previous work on transfer learning between bioacoustic datasets
has often considered the inverse of our setting: embeddings ex-
tracted from Efficient-B1 pretrained on bird-song vocalizations have
enabled high-quality classification on other bioacoustic datasets,
including those of marine mammals [14]. The pretrained weights
were kept frozen, and the model was adapted to various bioa-
coustic datasets by training a single linear probe. In the area of
self-supervised learning, prominent methods include SimCLR [15],
which learns representations by maximizing agreement between
augmented views of the same example, and COntrastive Learning
for Audio (COLA) [16], which assigns high similarity to audio seg-
ments extracted from the same recording and low similarity to those
from different recordings. While SimCLR trains embeddings to
be invariant to data transformations applied during training, COLA
encourages embeddings to capture the identity of the recording. Our
work diverges from this paradigm by leveraging distinct signal rep-
resentations—spectrograms and energograms—to drive contrastive

learning. 3. METHOD

3.1. Definition and Design of Energograms

The dolphin vocalizations are processed using a bank of Gabor band-
pass filters which are uniformly spaced in frequency and have a con-
stant bandwidth adopting part of the multi-band parallel demodula-
tion algorithm [17]. Filtering the signal through this bank effectively
decomposes the signal in frequency bands, each dominated by a sin-
gle AM-FM component [18] - allowing us to isolate and capture
relevant signal’s resonances [12]. Gabor filters are constructed by
multiplying a harmonic oscillation of any frequency with a Gaussian
envelope [19]. The impulse response can be expressed as

g(t) = exp(—a*t?) cos(wct) (1)

where g(t) denotes the Gabor filter’s impulse response, w. the cen-
tral filter frequency and a controls the Gaussian’s spread in time,
thereby determining its root mean square (rms) bandwidth [20]. In
our experiments, we evaluate two variants to assess their impact on
the representation of the signal after Gabor filtering:

1. The discrete Teager-Kaiser energy operator [21]

Uy[an] = 2p — Tno1Tni1 @3]

2. The Regularized Energy Operator, both applied directly to the dis-
crete Gabor- filtered signal [22] (see subsection 3.2). When applied
to an AM-FM signal the operators ¥ provide an estimate of the in-
stantaneous energy of the source generating the oscillation [20]. At
the final stage of the pipeline, illustrated in Figure 1, the dominant
(maximum) energy for each frame and frequency band is tracked in
the multidimensional filter-response feature space [20] serving as an
attention mechanism over the signal’s features.
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Fig. 1. Block diagram illustrating energogram production
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In Figure 2 we present the energograms produced using the dis-
crete TKEO originating from two marine mammal species compared
to their respective spectrograms.

Fig. 2. Discrete TKEO-based energogram and spectrogram of vocal-
izations from a False Killer Whale (top-left and right) and a Spinner
Dolphin (down-left and right)

3.2. Discrete TKEO compared to Regularized TKEO

A key advantage of the discrete-time TKEO is that it inherently
suppresses constant or slowly varying background noise while em-
phasizing rapid signal changes typical of vocalizations. The dis-
crete TKEO approximates time derivatives by one-sample differ-
ences, making it particularly effective at attenuating low-frequency
noise -such as that from ship traffic in underwater recordings. Addi-
tionally, it amplifies transient, high-energy events, such as cetacean
calls. In this study, we also evaluate the Regularized (or Gabor-
based) energy operator, a smoother and less noise-sensitive variant of
the traditional TKEO, inspired by prior work [22]. This approach in-
corporates time differentiation and filtering of the signal by leverag-
ing the first and second time-derivatives of the Gabor filter’s impulse
response. Unlike the discrete TKEO, which relies on one-sample
approximations, the Gabor Energy operator uses continuous differ-
ential operators and the continuous 1D energy operator combined
with Gabor bandpass filtering becomes [23].

2

Wy [s(8)] = Wls(t) + g(8)] = [s(8) x 2] (s() x 9(8)) [s(t) » T2 ]
(3)
where s(t) is the audio signal, g(¢) the Gabor filter’s impulse
response previously defined and *x’ stands for the convolution. We
observe that in this case, the differentiation is introduced on the fil-
ters and not on the signal itself leading to smooth time-derivatives of

the filtered signal [22]. The first and second derivatives of g(t) are:

d?TSft) = (—2a’t cos(wet) — we sin(wet)) exp(—a’t?) (4a)
2
ddgtgt) = (4a’wctsin(wet) + (4a't® — 2a° — w?) cos(wct)) exp(—a’t?)

(4b)
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Fig. 3. Overview of the proposed pipeline architecture

In our implementation, g(t), ¥4[s(¢)], and its first and second
derivatives are discretized by replacing ¢ with n’I', where T is the
sampling period. Thus the discrete form of a Gabor filter is:

g(n) = exp(sznz) cos(Qen) 5)

where Q. = 2w f.T [12] and f. is the Gabor center formant fre-
quency, with (—N < n < N), while b is a measure of the band-
width b = aT'.

To produce energograms, three parameters must be defined by the
user: the bandwidth, the number of center frequencies and the num-
ber of samples N. The value selected for these parameters affect
the uncertainty principle trade-off between time and frequency res-
olution. The value of N is chosen so that the Gaussian envelope
of the filter g(n) becomes negligibly small at the truncation points
(£N). The Gabor frequency response has a Gaussian shape centered
at the filter’s center frequency, with a standard deviation inversely
related to the bandwidth parameter. Smaller bandwidths improve
frequency selectivity but correspond to wider Gaussian envelopes in
time, reducing time localization in agreement with uncertainty prin-
ciple. Conversely, larger bandwidth creates greater overlap between
adjacent filters. After evaluating filter bandwidths of 256 Hz, 512
Hz, and 1024 Hz, the optimal bandwidth was determined by visual
inspection to be 512 Hz, and a total of 256 filters were employed.
For data preprocessing, all recordings were resampled to 44.1 kHz,
resulting in a filter spacing (i.e., the distance between adjacent center
frequencies) of 172.3 Hz.

3.3. Backbone Networks - Contrastive Learning - Fine-Tuning

For data processing we load a batch of spectrograms from a root
directory and their respective precomputed energograms from a
parallel directory. Our code returns thus two distinct views of
the same signal. During self-supervised training, an encoder f
separately processes log-scaled spectrograms s € RN1*T and
energograms ¢ € RN2*T (o produce latent representations f(s)
and f(e) € R?, where Ny and T denote the number of frequency
bins and time frames, respectively and N is the number of center
frequencies used in the Gabor filter. In particular, the backbone
networks used as encoders are ResNet-18 [24], MobileNetV2 [25]
and Vision Transformer ViT-B/16 [26] initialized with ImageNet-1K
pretrained weights. For fine-tuning on bird song data, we initialize
each model with the pretrained contrastive encoder (excluding the
projection head). In all networks, the final fully connected layer of
the backbone is replaced with a projection head composed of two
linear layers with ReLU activation, mapping features into a lower-
dimensional embedding space suitable for contrastive learning. For
the downstream classification task, the entire model -including the
encoder backbone- is trained end-to-end on spectrograms of bird

songs. Figure 3 illustrates an overview of the pipeline. We adopt
the Information Noise-Contrastive Estimation (InfoNCE) [27], [28]
loss which maximizes similarity between positive spectrogram-
energogram pairs within a batch while minimizing similarity to dis-
similar examples. This is implemented as a multi-class cross-entropy
loss function that encourages positive similarities and discourages
negative similarities. Its formulation is given by:

exp

sim (£, fpos(4))

1 2N-1
L=—352i— log S (F7 s Tpos(i)) sim(77.77)
exp| ———— |+ ki j£pos(i) P 7

(6)

Here N is the batch size, and sim( f;, f;), is the cosine similar-

ity between the normalized feature vectors. The scalar temperature

parameter 7 is set to 0.1. The spectrograms are indexed from ¢ = 0

to N — 1 and their corresponding positive pairs (energograms) are

indexed from N to 2N — 1. Thus pos(i) = ¢+ N fori € [0, N — 1]
and pos(i) =i — N fori € [N,2N —1].

4. EXPERIMENTS

For self-supervision, we use a balanced subset of the Watkins
Marine Mammal Sound Dataset comprising 15 dolphin species
classes, each containing 100-150 wav files. For downstream eval-
uation, we employ two bird-call datasets: (1) a balanced, strongly
labeled subset of the RFCx Audio Detection competition [29], com-
prising 24 classes of bird and frog calls, with 50 recordings per class,
and (2) a weakly labeled subset of Bird CLEF 2022 [30], consisting
of 15 bird species, with 250 recordings each, all under 10 seconds
in duration. No padding is applied to the recordings. Spectrograms
for all datasets are obtained by framing and windowing the signal of
pressure, then computing the DFT over each windowed segment and
consequently the power spectral density per time-frequency bin. For
visualization, log-scaled magnitude spectrograms are obtained via
the Short-Time Fourier Transform, using a Hamming window of size
1024, with 50% overlap. All spectrograms are resized to 224x224
resolution. During the contrastive training phase of the cetaceans
dataset, the data are randomly shuffled and class label information is
not used. In our supervised training setup, the dataset is divided into
two subsets: 20% for training and 80% for testing, representing a
low-resource configuration. We perform K = 10 different random
partitions of the dataset, training and evaluating models on each,
and report mean accuracy, precision, recall, and F1-score with 95%
confidence interval. For self-supervision, models are trained for 120
epochs with a batch size of 32, while downstream fine-tuning on
bird vocalizations is performed for 100 epochs. An Adam optimizer
is used with an initial learning rate of 103,

In particular we compare the following variants: 1. Supervised
learning: A model trained directly on birds vocalizations, used as a
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Table 1. Performance Comparison Across Different Models and Configurations

Model ResNet18
trograms. (4a) Contrasting Spec.to (4b) Contrasting Spec.to
Reg. Energograms

Metric (1) Supervised (2) Sim-CLR

(3) Contrasting Spec. (4a) Contrasting Spec.to (4b) Contrasting Spec.to (3) Contras
Discr. Energograms  |(1) Supervised (2) Sim-CLR  (w-1024 vs (

MobileNetv2 VIT-B/16
2 Spec. (4a) Contrasting Spec.to (4b) Contrasting Spec.to
236)  Reg. Energograms  Discr. Energograms

6)  Reg. Energograms  Diser. Energograms  |(1) Supervised (2) Sim-CLR  (w-1024 vs

accuracy 7078 + 2.16% 77.02 & 1.46% 8036+

82.450.82% 8272£156%  [68.28 £2.16% 72.69+ 1.41%

RFCx

macro avg F1  [68.67 +2.30% 75.43 + 1.73% 78.88 + 2.36% 81.24 £ 1.04% BLSS£171% (6.1 £230% 71.024 1.57%

weighted ave F1[69.71 +2.26% 76.49 + 1.60% 79.85 +2.22% 82.00 £ 0.89% 8238+ 151%  [67.19£226% 7213+ 151%

7547+ 1.41%
73.79+1.57%

7484+ 151%

78.15% 1.41% 7849£101%  [6553£247% 7339 151% 7718+ 151% 8241+ 145% 8147+ 1.53%

76.65 % 1.56% T707£124%  [64.22£275% T1.64£159%  75.63 % 1.59% 8149+ 135% 8032+ 1.60%

77.62 % 1.40% 7795 112%  [6522£2.59% 7269+ 1.56%  76.61 £ 1.56% 8210 1.31% 8113+ 1.56%

accuracy 65.07 £ 1.22% 67.88 + 0.86% 72.31 £0.76% 73.86 £ 0.39% 7330£0.66%  [57.42 1.19% 64.07 % 1.30%

macro avg F1 [64.76 + 1.27% 67.67 +0.88% 72.18£0.72% 73.70 £ 0.43% T314£066% (5748 +1.28% 64.15 % 1.30%

BirdCLEF

7220+ 0.72% 73724 040% 73.06£0.63%  [57.29 % 1.29% 64.00 % 1.30%

weighted avg F1[64.80 + 1.26% 67.69 + 0.88%

65.32+0.84%
65.32+0.88%

65.27 +0.88%

67.58 +0.66% 67.37£077%  |67.21%0.63% 61.52£093%  63.36+0.99% 67.88 £ 0.69% 67.98.+0.69%

67.36+0.73% 67.21+080%  |67.10%0.67% 61.71 £0.88% 6346+ 1.03% 68.03 £ 0.58% 68.11£0.70%

67.40 +0.68% 67.24£076%  |67.10%0.67% 61.72£0.88% 6347 % 1.03% 68.04 £ 0.55% 68.12.£ 0.67%

benchmark. 2. SimCLR-inspired self-supervised model: Learns in-
variances to scale and framing changes via random cropping as well
as to time—frequency masking. The model is trained by contrasting
augmented views of the same spectrogram against views from dif-
ferent spectrograms of cetacean vocalizations, and is later fine-tuned
on bird song calls. 3. Multi-window self-supervised model: Con-
trasts spectrograms generated from different time-windows (lengths
of 256 and 1024 samples per window, respectively). 4. Spectrogram
- energogram self-supervised model: Contrasts spectrograms with
energograms, the latter produced using either the discrete (4a) or
the regularized (4b) TKEO. In experiments 3 and 4, time-frequency
masking is applied to all networks, whereas random cropping (up to
20% area removal) is used exclusively for the Transformer.

5. RESULTS

5.1. General Trends

Table 1 reports the primary performance metrics for all models, with
the best-performing configurations highlighted. For each network,
five columns correspond to the experimental setups described in
the previous subsection. We observe the following: Across both
datasets, all three architectures show consistent and progressive
improvements when moving from supervised training to the more
advanced contrastive configurations (from SimCLR to contrasting
spectrograms of different windows, to spectrograms contrasted with
energograms). The best-performing setup for every model which
yields the most robust feature representation is the configuration that
contrasts spectrograms with TKEO-based energograms.

5.2. RFCx results

ResNetl18 starts at 68.67% average Fl-score under the supervised
setup and reaches 81.55% with the best configuration, a gain of
+12.88 percentage points, with similar improvements observed for
the rest of the metrics, in accuracy and weighted F1 scores. Mo-
bileNetv2 begins lower, at 66.11%, but still achieves a gain of ap-
proximately +10.96% in its best configuration. ViT-B/16 records the
lowest supervised F1-score (64.22%), but benefits the most from ad-
vanced configurations, improving by ~ 17.3 points to reach 81.49%.
This substantial gain can be attributed to the relatively small training
set (20% of the total dataset), since Vision Transformers are known
to require large amounts of training data to perform optimally [31].
Supplementing the input with energogram-derived representations
enriches the information available to the Transformer, thereby en-
hancing its capacity to compute self-similarities and improve down-
stream performance.

5.3. BirdCLEF results

Absolute performance is lower on BirdCLEF because it is a weakly
labeled dataset, where vocalizations account for only a portion of
the total signal. ResNet18 again performs best across most configu-
rations, improving from 64.76% to 73.70% F1-score (+8.94%). Mo-
bileNetv2 starts significantly lower at 57.48% (supervised) but im-

proves to 67.36%. ViT-B/16 shows modest gains under the best con-
figuration compared to the simplest supervised model (68.11% vs
67.10% respectively), with supervised configurations even outper-
forming intermediate SimCLR-based setups and the multi-window
self-supervised model.

5.4. Bioacoustic perspective

From a bioacoustic standpoint, our results confirm that contrasting
spectrograms and energograms generated by the discrete or regular-
ized TKEO is the most effective approach. This can be attributed
to several factors. First the marine acoustic environment is domi-
nated by constant background noise from ships or equipment, which
is attenuated by the discrete TKEO or its smoother derivative-based
regularized operator. Second, the effective transfer learning between
heterogeneous datasets may also be explained by the prominent role
of frequency modulation, which is a key component of both dol-
phins vocalizations and birdsongs as well [6]. Furthermore, defining
the energy as the dominant values of the TKEO of the filtered sig-
nal serves as an attention mechanism that emphasizes the events with
rapid frequency changes in the representation. This leads to contrast-
ing or projecting the energy representation of the entire noisy sound-
scape, as represented in the spectrogram, against the segmented vo-
calization patterns of dolphin whistles represented in energograms.

6. CONCLUSION

In this study, we propose a novel contrastive learning framework
that captures cross-species features by exploiting patterns shared
between cetacean and bird vocalizations. Our objective is to effec-
tively pre-train networks with a relatively small, unlabeled dataset
of dolphin vocalizations using a self-supervised approach, and sub-
sequently apply transfer learning to fine-tune the pretrained network
on a dataset of bird songs. To this end, we employ paired diverse
energy-based representations (spectrograms and energograms) and
train a network with a contrastive loss that enforces similarity within
positive pairs while maximizing dissimilarity across negative pairs.
Our results demonstrate that this cross-modal approach consis-
tently outperforms conventional contrastive mechanisms, yielding
superior performance across multiple backbone networks in a low-
shot learning setting. This improvement likely arises from the fact
that both dolphin and bird vocalizations, though originating from
very different species, are signals that share amplitude- and fre-
quency—modulated patterns in their structure. The proposed strategy
benefits both Transformer- and convolution-based architectures. Fu-
ture work could extend this approach and explore its applicability
to additional frequency-modulated acoustic datasets, as well as to
emerging challenges such as vocalization detection and few-shot
learning.

Acknowledgment—This project is funded by the European Union under
Horizon Europe (grant No. 101136568 - project HERON)

Funded by
the European Union

15230

Authorized licensed use limited to: IEEE Xplore. Downloaded on April 24,2026 at 09:15:42 UTC from |IEEE Xplore. Restrictions apply.



(1]

(2]

(3]

(4]

(5]

(6]

(7]
(8]

(9]

[10]

[11]

[12]

[13]

[14]

[15]

[16]

7. REFERENCES

E. Skarsoulis, G. Piperakis, E. Orfanakis, P. Papadakis,
D. Pavlidi, M. Kalogerakis, P. Alexiadou, and A. Frantzis, “A
real-time acoustic observatory for sperm-whale localization in
the eastern mediterranean sea,” Frontiers in Marine Science,
vol. 9 - 2022.

D. Stowell, “Computational bioacoustics with deep learning: a
review and roadmap,” PEERJ, 2022.

A. Simonis, S. Baumann-Pickering, E. Oleson, M. Melcén,
M. Gassmann, S. Wiggins, and J. Hildebrand, “High-frequency
Modulated Signals of Killer Whales (Orcinus orca) in the
North Pacific”,” J. Acoust. Soc. Am., Apr. 2012.

J. Oswald, S. Walmsley, C. Casey, S. Fregosi, B. Southall, and
V. Janik, “Species Information in Whistle Frequency Modula-
tion Patterns of Common Dolphins,” Philosophical Transac-
tions of the Royal Society B: Biological Sciences, 2021.

D. Dimitriadis, P. Maragos, and A. Potamianos, “On the effects
of filterbank design and energy computation on robust speech
recognition,” IEEE Transactions on Audio, Speech, and Lan-
guage Processing, vol. 19, no. 6, pp. 1504-1516, 2011.

D. Stowell and M. Plumbley, “Large-scale analysis of fre-
quency modulation in birdsong databases,” Methods in Ecol-
ogy and Evolution, 2014.

R. C. Stein, “Modulation in bird sounds,” The Auk, 1968.

M. Rivera, J. Edwards, M. Hauber, and S. Woolley, “Machine
learning and statistical classification of birdsong link vocal
acoustic features with phylogeny,” Sci Rep, 2023.

J. Kaiser, “On a simple algorithm to calculate the ’energy’ of a
signal,” in International Conference on Acoustics, Speech, and
Signal Processing, 1990, pp. 381-384 vol.1.

A. Boudraa and F. Salzenstein, “Teager—Kaiser energy meth-
ods for signal and image analysis: A review,” Digital Signal
Processing, vol. 78, pp. 338-375, 2018.

A. Potamianos and P. Maragos, “Speech formant frequency
and bandwidth tracking using multiband energy demodula-
tion,” International Conference on Acoustics, Speech, and Sig-
nal Processing, pp. 784-787 vol.1, 1995.

P. Maragos, J. Kaiser, and T. Quatieri, “Energy separation in
signal modulations with application to speech analysis,” IEEE
Transactions on Signal Processing, vol. 41, pp. 3024-3051,
October 1993.

——, “On amplitude and frequency demodulation using en-
ergy operators,” IEEE Transactions on Signal Processing,
vol. 41, pp. 1532-1550, April 1993.

B. Ghani, T. Denton, S. Kahl, and H. Klinck, “Global Birdsong
Embeddings Enable Superior Transfer Learning for Bioacous-
tic Classification.” Scientific Reports, vol. 9, pp. 1-10, Aug.
2023.

T. Chen, S. Kornblith, M. Norouzi, and G. Hinton, “A simple
framework for contrastive learning of visual representations,”
in International conference on machine learning. ~ PMLR,
2020, pp. 1597-1607.

A. Saeed, D. Grangier, and N. Zeghidour, “Contrastive learn-
ing of general-purpose audio representations,” in Proc. IEEE
ICASSP, 2021.

[17]

(18]

[19]

(20]

[21]

(22]

(23]

[24]

[25]

[26]

[27]

(28]

[29]

[30]

(31]

15231

A. Potamianos and P. Maragos, “Applications of speech pro-
cessing using an am—fm modulation model and energy oper-
ators,,” in Proc. European Signal Process. Conf. (EUSIPCO),
Edinburgh, Scotland. 1EEE, 1994.

G. Evangelopoulos, K. Rapantzikos, P. Maragos, Y. Avrithis,
and A. Potamianos, Audiovisual Attention Modeling and
Salient Event Detection. Springer, Boston, MA., 2008.

D. Gabor, “Theory of communication,” Journal of the Institu-
tion of Electrical Engineers—Part I1I: Radio and Communica-
tion, 1946.

G. Evangelopoulos and P. Maragos, “Multiband modulation
energy tracking for noisy speech detection,” IEEE Transac-
tions on Audio, Speech, and Language Processing, 2006.

P. Maragos and A. Potamianos, “Higher order differential en-
ergy operators,” IEEE Signal Processing Letters, 1995.

D. Dimitriadis and P. Maragos, “Continuous energy demod-
ulation methods and application to speech analysis,” Speech
Communication, vol. 48, no. 7, pp. 819-837, 2006.

I. Kokkinos, G. Evangelopoulos, and P. Maragos, “Texture
analysis and segmentation using modulation features, genera-
tive models, and weighted curve evolution,” IEEE Transactions
on Pattern Analysis and Machine Intelligence, 2009.

K. He, X. Zhang, S. Ren, and J. Sun, “Deep residual learn-
ing for image recognition,” in Proc. IEEE Conf. on Computer
Vision and Pattern Recognition (CVPR), June 2016.

A. Howard, M. Zhu, B. Chen, D. Kalenichenko, W. Wang,
T. Weyand, M. Andreetto, and H. Adam, “MobileNets: Effi-
cient Convolutional Neural Networks for Mobile Vision Ap-
plications,” Computing Research Repository (CoRR), 2017.

A. Dosovitskiy, L. Beyer, A. Kolesnikov, D. Weissenborn,
X. Zhai, T. Unterthiner, M. Dehghani, M. Minderer,
G. Heigold, S. Gelly, J. Uszkoreit, and N. Houlsby, “An Image
is Worth 16x16 Words: Transformers for Image Recognition
at Scale,” in Proc. ICLR, 2021.

A. van den Oord, Y. Li, and O. Vinyals, “Repre-
sentation learning with contrastive predictive coding,”

ArXiv, vol. abs/1807.03748, 2018. [Online]. Available:
https://api.semanticscholar.org/CorpusID:49670925
P. Feeney and M. C. Hughes, *“Sincere: Super-

vised information noise-contrastive estimation revisited,”
ArXiv, vol. abs/2309.14277, 2023. [Online]. Available:
https://api.semanticscholar.org/CorpusID:262823974

Y. Bourhan, Q. Mahreen, and G. Zephyr, “Rain-
forest connection species audio detection,”
https://kaggle.com/competitions/rfcx-species-audio-detection,
2020, kaggle.

A. Howard, A. Navine, H. Klinck, S. Dane,
S. Kahl, and T. Denton, “Birdclef 2022,
https://kaggle.com/competitions/birdclef-2022n, kaggle.

K. Han, Y. Wang, H. Chen, J. Chen, X.and Guo, Z. Liu,
Y. Tang, A. Xiao, C. Xu, Y. Xu, Z. Yang, Y. Zhang, and D. Tao,
“A Survey on Vision Transformer,” IEEE Transactions on Pat-
tern Analysis and Machine Intelligence, vol. 45, pp. 87-110,
2023.

Authorized licensed use limited to: IEEE Xplore. Downloaded on April 24,2026 at 09:15:42 UTC from |IEEE Xplore. Restrictions apply.



